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Autonomous Runtime QoS Control for

Composite Services in SOA 7
In this chapter, we propose a runtime closed loop control mechanism that dynami-
cally optimizes service composition in real time by learning and adapting to changes
in third party service response time behaviors.

Negotiating multiple SLAs in itself is not sufficient to guarantee end-to-end QoS lev-
els as SLAs in practice often give probabilistic QoS guarantees and SLA violations
can still occur. Moreover probabilistic QoS guarantees do not necessarily capture
time-dependent behavior, (e.g., short term service degradations). Therefore, the
negotiation of SLAs needs to be supplemented with run-time QoS-control capabil-
ities that give providers of composite services the capability to properly respond to
short-term QoS degradations (real-time composite service adaptation). Motivated
by this we developed an approach that captures (temporarily) QoS degradations by
tracking the behavior of third party services.

In our approach response-time realizations are used for learning an updating the
response-time distributions. The currently known response-time distribution is
compared against the response-time distribution that was used for the last pol-
icy update. Using well known statistical tests we are able to identify if an sig-
nificant change occurred and the policy has to be recalculated. Our approach is
based on fully dynamic, run-time service selection and composition, taking into
account the response-time commitments from service providers and information
from response-time realizations. The main goal of this run-time service selection
and composition is benefit maximization for the composite service provider and
ability to adapt to changes in response-time behavior of third party services. To
demonstrate the usefulness of themechanism, we have implemented our approach
in a simulation environment. Moreover, we evaluate the influence of the control pa-
rameter settings on the effectiveness of our control mechanism.

7.1 Background

By tracking response times the actual response-time behavior can be captured in
empirical distributions. In [122] we apply dynamic programming (DP) and we derive
a service-selection policy based on response-time realizations. With this approach
we assume that the response-time distributions are known or derived from histori-

7This chapter is based on [21], [120] and [122].



142 Chapter 7: Autonomous Runtime QoS Control for Composite Services in SOA

cal data. This results in a lookup-tablewhich determineswhat third party alternative
should be used based on actual response-time realizations.

We extend this work such that we can learn an exploit response-time distributions
on the fly. Reinforcement-learning techniques are known to be able to do this but
our model has a special structure that complicates the use of the classical TD learn-
ing approaches. The solution of our DP formulation searches the stochastic shortest
path in a stochastic activity network [34]. Typically RL techniques solve complex
learning and optimization problems by using a simulator. This involves a Q value
that assigns utility to state-action combinations. Most algorithms run off-line as a
simulator is used for optimization. RL has also been widely used in on-line applica-
tions. In such applications, information becomes available graduallywith time. Most
RL approaches are based on environments that do not vary over time. We refer to
[53] for a good survey on reinforcement learning techniques.

The dynamic program (DP) in our solution has a special structure, such that the solu-
tion of a smaller sub-problem can be used to solve our problem at a more complex
level. This DP can be characterized as a hierarchical DP [53, 8]. Therefore classical
RL is not suitable and hierarchical RL has to be applied [8]. Also changes in response-
time behavior are likely to occur which complicates the problem even more. Both
the problem structure and volatility are challenging areas of research in RL.

In our approachwe tackle both the hierarchical structure, and time varying behavior
challenges. To this end we are using empirical distributions and updating the lookup
table if significant changes occur. As we are considering a sequence of tasks, the
number of possible response time realizations combinations explodes. By discretiz-
ing the empirical distribution over fixed intervals we overcome this issue. Further-
more this enables the approach where the empirical distribution is updated using
a smoothing approach. An advantage of this is that no bookkeeping of previous
response-time values is necessary as all samples are already represented in the
smoothed distribution.

The remainder of this chapter is as follows. We start in section 7.3 with the intro-
duction of our closed loop control learning approach. Next in Section 7.2 we intro-
duce the workflow model that needs to be optimized. In Section 7.4 we introduce
the tools for handling empirical distributions and change point detection. Using the
Empirical distributions we define comprising a dynamic program that optimizes ex-
pected benefit. Experiments on our approach are performed in Section 7.5. Results
are presented and discussed in Section 7.6. Finally we conclude in Section 7.7.
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7.2 Model

We consider a composite service that comprises a sequential workflow consisting
of N tasks identified by T1, ... , TN . The tasks are executed one-by-one in the sense
that each consecutive task has to wait for the previous task to finish. Our solution is
applicable to any workflow that could be aggregated and mapped into a sequential
one. Basic rules for aggregation of non-sequential workflows into sequential work-
flows have been illustrated in, e.g. [122, 119, 34]. However, the aggregation leads to
coarser control, since decisions could not be taken for a single service within the
aggregated workflow, but rather for the aggregated workflow patterns themselves.

Figure 7.1: Orchestrated compositeweb service depicted by a sequential workflow. Dynamic
run-time service composition is based on a lookup-table. Decisions are taken at points A-D.
For every used concrete service (CS) the response-time distribution is updated with the new
realization. In this example a significant change is detected. As a result for the next request
concrete service 2 is selected at Task 1.

The workflow is based on an unambiguous functionality description of a service
(``abstract service''), and several functionally identical alternatives (``concrete ser-
vices'') may exist that match such a description [93]. Each task has an abstract
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service description or interface which can be implemented by external service
providers.

The workflow in Figure 7.1 consists of four tasks, and each task maps to a num-
ber of concrete services (alternatives), which are deployed by (independent) third-
party service providers. For each task Ti there are Mi concrete service providers
CS(i ,1), ... ,CS(i ,Mi ) available that implement the functionality corresponding to task
Ti . For each request processed by CS

(i ,j) cost c(i ,j) has to be paid. Furthermore
there is an end-to-end response-time deadline δp . If a request is processed within
δp a reward of R is received. However, for all requests that are not processedwithin
δp a penalty V had to be paid. After the execution of a single task within the work-
flow, the orchestrator decides on the next concrete service to be executed, and
composite service provider pays to the third party provider per single invocation.
The decision points for given tasks are illustrated at Figure 7.1 by A, B, C and D. The
decision taken is based on (1) execution costs, and (2) the remaining time tomeet the
end-to-end deadline. The response time of each concrete service provider CS(i ,j)

is represented by the random variable D(i ,j). After each decision the observed re-
sponse time is used for updating the response time distribution information of the
selected service. Upon each lookup-table update the corresponding distribution
information is stored as reference distribution. After each response the reference
distribution is compared against the current up-to date response time distribution
information.

7.3 Closed loop control

In this section we explain our closed loop approach. The main goal of this ap-
proach is benefit maximization for the composite service provider, and ability to
adapt to changes in response-time behavior of third party services. We realize
this by monitoring/tracking the observed response-time realizations. In the intro-
duction we explained that the response-time based selection comprises a lookup-
table that is calculated using DP (see Section 7.4.1). The DP needs information about
response-time distributions and costs in order to determine lookup-table. This
lookup-table corresponds to a strategy that optimizes expected benefit. In our
approach, observed response-time realizations are used for learning an updating
empirical response-time distributions. The currently known response-time distri-
bution is compared against the response-time distribution that was used for the
last policy update. Using well known statistical tests we are able to identify if an
significant change occurred and the policy has to be recalculated. Our approach
is based on fully dynamic, run-time service selection and composition, taking into
account the response-time commitments from service providers and information
from response-time realizations. We illustrate our approach using Figure 7.2.
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Figure 7.2: Closed loop control approach.

The execution startswith an initial lookup table at step (1). This could be derived from
initial measurements on the system. After each execution of a request in step (2) the
empirical distribution is updated at step (3). A DP based lookup-table could leave
out unattractive concrete service providers. In that casewe do not receive any infor-
mation about these providers. These could become attractive if the response-time
behavior changes. Therefore in step (4), if a provider is not visited for a certain time,
a probe requestwill be sent at step (5b) and the corresponding empirical distribution
will be updated at step (6a). After each calculation of the lookup-table, the current
set of empirical distributions will be stored. These are the empirical distributions
that were used in the lookup-table calculation and form a reference response-time
distribution. Calculating the lookup-table for every new sample is expensive and un-
desired. Therefore we propose a strategy where the lookup-table will be updated if
a significant change in one of the services is detected. For this purpose the reference
distribution is used for detection of response-time distribution changes. In step (5a)
and step (6a) the reference distribution and current distribution are retrieved and a
statistical test is applied for detecting change in the response-time distribution. If
no change is detected then the lookup-table remains unchanged. Otherwise the
lookup-table is updated using the DP. After a probe update in step (5b) and step
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(6b) we immediately proceed to updating the lookup-table as probes are sent less
frequently. In step (7) and step (8) the lookup-table is updated with the current em-
pirical distributions and these distributions are stored as new reference distribution.
By using empirical distributions we are directly able to learn and adapt to (temporar-
ily) changes in behavior of third party services.

Using a lookup-table based on empirical distributions could result in that certain al-
ternatives are never invoked. When other alternatives break down this alternative
could become attractive. In order to deal with this issuewe use probes. A probe is a
dummy request that will provide new information about the response time for that
alternative. As we only receive updates from alternatives which are selected by the
dynamic program, we have to keep track of how long ago a certain alternative has
been used. For this purpose to each concrete service provider a probe timer U(i ,j)

is assigned with corresponding probe time-out t(i ,j)p . If a provider is not visited in

t(i ,j)p requests (U(i ,j) > t(i ,j)p ) then the probe timer has expired and a probe will be

collected incurring probe cost c(k,j)
p . If for example, in Figure 7.1, the second alter-

native of the third task has not been used in the last ten requests, the probe timer
for alternative two has value U(3,2) = 10. After a probe we immediately update the
corresponding distribution. No test is applied here as probes are collected less fre-
quent compared to processed requests. Probe cost introduces a typical trade-off
between benefit due to up-to date information and cost on acquiring information.
In Section 7.5 we explore the probe frequency-cost trade-off.

7.4 Algorithms

In this section we elaborate on the algorithms and detection mechanisms that are
used in the closed loop control approach. These include dynamic programming (DP)
in Section 7.4.1, empirical distribution discretization in Section 7.4.2, sliding window
smoothing in Section 7.4.3 and exponential smoothing in Section 7.4.4. In Sections
7.4.3, and 7.4.4we also cover change point detection using the Kolmogorov-Smirnov
statistical test.

7.4.1 Determining the lookup-table

Wenowmodify the dynamic program in Section 6.4 that calculates the optimal strat-
egy given the current empirical distributions. Therefore we need distretized empir-
ical distributions. Let h be the discretization step size. Let T ∗ be the end to end

deadline: T ∗ =
⌈
δp
h

⌉
. Furthermore we define q(i ,j)

k as the discretized empirical dis-

tribution of concrete service alternative j at task j at t = hk . Using the discretization
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approach of [34] we discretized the empirical distributions as follows for i = 1, ... , N ,
j = 1, ... , Mi , k = 0, ... , T ∗:

q(i ,j)
k =


if k < T ∗,

W∑
t=1

1{
h[k − 0.5] < d(i ,j)

n−t ≤ h[k + 0.5]
}

otherwise.
W∑

t=1
1{

d(i ,j)
n−t > h[k − 0.5]

} (7.1)

Here is d(i ,j)
t the t-th response-time realization for service alternative j at task i ,

and 1{A
} is the indicator function over A which is 1 if A is true and 0 otherwise.

More details about determining and using the discretized empirical distribution can
be found in Section 7.4.2. Using the discretized empirical distributions backward
recursion formulae can be formulated. We start with the terminal reward function
for b = 0, ... , T ∗:

P(N+1,∗)
b =

{
if b > 0,R
otherwise.− V

(7.2a)

Using this function we iterate backwards using the following equations for i =
1, ... , N, j = 1, ... , Mi , b = 0, ... , T ∗:

P(i ,∗)
b = max

j

{
− c(i ,j) + R(i ,j)

b + V (i ,j)
b

}
, (7.2b)

R(i ,j)
b =

b∑
k=0

q(i ,j)
k P(i+1,∗)

k−b and (7.2c)

V (i ,j)
b =

T∗∑
k=b+1

q(i ,j)
k P(i+1,∗)

0 . (7.2d)

Here, the term P(i ,∗)
b represents the expected benefit per request given time bud-

get b at task i under the optimal dynamic programming decision strategy. The term
R(i ,j)

b represents the expected reward, when concrete service j (assigned to task i)

is executed for the given time budget value b. Finally the term V (i ,j)
b represents the

expected penalty for exceeding the overall deadline at task i while executing con-
crete service j for the given time budget value b. The expected reward and penalty
functions take into account the impact of future decisions as represented by terms

relating to P(i+1,∗)
b in (7.2c) and (7.2d).
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While applying formulae (7.2b)-(7.2d), the corresponding decisions (actions) A(∗,i)
k

can be obtained by storing the maximum arguments for i = 1, ... , N, j =
1, ... , Mi , k = 0, ... , T ∗:

A(i ,∗)
k = argmax

j

{
− c(i ,j) + R(i ,j)

k + V (i ,j)
k

}
.

7.4.2 Empirical distribution

In 7.4.1 we introduced an approach for discretizing empirical distributions such that
these become suitable for using in DP. This is derived from the discretization ap-
proach in [34] for i = 1, ... , N , j = 1, ... , Mi , t = 0, ... , T ∗:

q(i ,j)
k =

{
k < T ∗,P

(
D̂(i ,j) ≤ h[k + 0.5]

)
− P

(
D̂(i ,j) ≤ h[k − 0.5]

)
,

k = T ∗,P
(
D̂(i ,j) > h[k − 0.5]

)
,

=


k < T ∗,

W∑
t=1

1{
h[k − 0.5] < d(i ,j)

n−t ≤ h[k + 0.5]
},

k = T ∗.
W∑

t=1
1{

h[k − 0.5] < d(i ,j)
n−t
},

(7.3)

In Equation (7.3), D̂(i ,j) is the empirical response-time process for concrete alterna-
tive j at task i , and
d(i .j)

n is the response time of the nth sample for concrete alternative j at task i .

Consider the discretized distribution q(i ,j)
k . Actually q(i ,j)

k is a histogram where kth
bin is bounded by[

h(k − 0.5); h(k + 0.5)
)
and where the sum of the frequencies is normalized to 1.

There is a tradeoff in choosing the bin size. When h has a small value the histogram
will consist of many bins. In the case that a few large bins are used, too much infor-
mation about sample location is lost. A usual method for constructing an empirical
distribution histogram q̃(i ,j)n from samples is as follows: Let n be the number of sam-
ples that are already included in the histogram. Let d(i ,j)

n+1 be a new sample from the
distribution we want to estimate. Then the histogram is updated as follows:

q̃(i ,j)
n+1 =

n
n + 1

[
q̃(i ,j)

n + 1{
(k − 0.5)h ≤ d(i ,j)

n+1 < (k + 0.5)h
}] , (7.4)

k = 0 ... , K .
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note that this corresponds to the definition of the empirical distribution defined in
(7.3). Define:

F̂n(t) =
1

n

n∑
i=1

1{[xi ≤ t
]} (7.5)

the empirical distribution over t based on samples xi . The central limit theorem
states that pointwise, F̂n(t) has asymptotically a normal distribution (see [102, p265]
for more details). Essentially 1{xi ≤ t

} has a Bernoulli distribution with success
probability F

(
xi ≤ t

)
.

√
n
(
F̂n(t)− F (t)

) d→N
(
0, F (t)

(
1− F (t)

))
. (7.6)

Using the empirical distribution over all samples is a suitable approach when the
distribution does not change over time. However, note that new samples will have
a decreasing impact on the empirical distribution. If the distribution changes over
time this is an undesired property.

7.4.3 Empirical distribution based on sliding window

A natural approach for tracking changes is that we define a sliding window of W
samples. Let Xn =

{
dn−n+1, dn−W+2, ... , xn

}
be the current set of samples in the

sliding window after inserting the nth sample dn. These sets are used to determine
the empirical distribution that serves as an input for the dynamic program. A disad-
vantage of this method is that the samples that are included in the sliding window
need to be stored for the sliding window. The empirical distribution of the nth sam-
ple in the sliding window approach is defined by:

F̂n(t) =
1

W

W−1∑
i=0

1{dn−i ≤ t
}. (7.7)

If we take a Xn and Xm, m > n we could apply statistical tests (e.g. the two sample
Kolmogorov Smirnov test) in order to determine if a significant change occurred in
the distribution. LetDn,n′ be the Kolmogorov-Smirnov (KS) statistic on two empirical
distributions with n and n′ observations respectively. Let F̂ (x) and F̂ ′(x) be the
corresponding empirical distribution functions. Then the KS statistic is defined as:

Dn,n′ := sup
x

|F̂ (x)− F̂ ′(x)| and

√
nn′

n + n′ Dn,n′ (7.8)
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has a Kolmogorov distribution.

7.4.4 Exponentially smoothed empirical distribution

To prevent overhead of sliding window bookkeeping, we apply a smoothing ap-
proach. In this approach new samples can be included using the followingweighting
scheme:

p̃(i ,j)
n+1 = κp̃(i ,j)

n + (1− κ)1{
(k − 0.5)h ≤ d(i ,j)

n+1 < (k + 0.5)h
}. (7.9)

This is similar to the exponentially weighted moving average estimate in [32]. Here
0 < κ < 1 is a smoothing factor. When κ is close to one new samples have a
relatively small impact and it will take a long time before the empirical distribution
converges to a new distribution. If κ is close to zero new samples have a big impact
resulting in an empirical distribution that quickly follows changes in the real sample
distribution but with more noise in the histogram.

Modified Kolmogorov-Smirnov test As we use smoothed empirical distributions,
a statistical test on smoothed distributions is required. To this end we modified the
two sample Kolmogorov-Smirnov test, suitable for comparing two smoothed em-

pirical distribution functions q(n)
k and q(m)

k . The Kolmogorov Smirnov test is based
on the result that the empirical distribution as defined in (7.7) converges pointwise to
a normal distribution then the number of samples goes to infinity. The original Kol-
mogorov Smirnov test relates this to the Brownian bridge on which the test statis-
tic is based [102]. We want to apply a similar central limit theorem result for the
smoothed process such that we can apply statistics like the Kolmororov Smirnov
statistic. We try to relate κ to a virtual window size W such that the variance of
any point in the smoothed empirical distribution corresponds to the variance of the
original sliding-window empirical distribution consisting ofW i.i.d. samples.

Let q(n)
k , q(m)

k be empirical distributions, discretized according to (7.3), let Xi be i.i.d.
random variables, and let Yi be the smoothing process on the variables. For expo-
nential smoothing (ES) the variance results from geometric terms:

Var(Yi) = κ2 Var(Yi−1) + (1− κ)2 Var(Xi)

= (1− κ)2
∞∑

k=0

κ2i Var(Xi−k) =
1− κ

1 + κ
Var(Xi).
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Thus for for given κ the virtual window size isW =
1 + κ

1− κ
. LetKα is the critical value

of the Kolmogorov distribution corresponding to significance level α. We replace n
and n′ in Equation (7.8) with the virtual window sizeW :√

1 + κ

2(1− κ)
Dκ > Kα. (7.10)

The statistic is obtained from smoothed, discretized empirical distributions q(n)
k , and

q(m)
k as follows:

Dκ := sup
k

|q(n)
k − q(m)

k |. (7.11)

7.5 Experimental setup

To test the closed-loop approach defined in Section 7.3 we define an experimental
workflow that can be used for investigating the impact of the closed-loop control ap-
proach parameters. We emphasize that this experimental set-up is tailored for eval-
uating responsiveness of our closed-loop approach with respect to response-time
distributions and does not limit us in tracking other systems with different response-
time models.

Figure 7.3 represents awork flow consisting of four tasks: For each task four concrete

Figure 7.3: Default experimental work flow. For task T4 alternatives 1, 3 and 4 are slow. The
optimal strategy should detect this and use alternative 2.
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service alternatives are available. At each alternative j for task Ti the response-time

distribution is summarized in terms of mean µ(i ,j) and variance
(
σ(i ,j))2.

7.5.1 Experimental model

We model the burstiness of response-time behaviors using the classical Gilbert-
Elliott [51, 45] Discrete Time Markov Chain (DTMC) model. Each concrete service
is modeled with its own DTMC with underlying state which can be either fast or
slow. For sake of readability we omit the superscript indexing for all variables in the
experimental model definition (�(i ,j) → �), but we emphasize that each concrete
service has its own set of parameters. The DTMC enables us to capture the rate
of change between fast and slow response-time behavior. Essentially the DTMC
model results in taking a mixture of distributions represented by the fast and slow
states. The DTMC is defined by the following transition matrix corresponding to

state the vector
[
fast slow

]T
and corresponding state probabilities

[
pfast pslow

]T
:

P =

[
1− α α
β 1− β

]
. (7.12)

The transition probabilities α and β are parametrized by factors a, b, tcycle , and k . In
the parametrization 0 < a < 1 is the scaling factor for the fast state mean µfast , b > 1
is the scaling factor for the slow state mean µslow . We define the expected cycle
time tcycle > 0 as the expected time it takes to leave the current state and return to its
original state e.g. fast→slow→fast or slow→fast→slow. Furthermore the variances
of the fast and slow states are related by scaling factor k > 0where k > 1 if σ2

fast >
σ2

slow and k < 1 if σ2
fast < σ2

slow . Both high and low states are represented by log-
normal distributions with means µslow , µfast and variances σ2

slow , σ2
fast . A motivation

that supports this burstinessmodel is that randomvariables, holding times of various
message typeswere found to be log-normalmixtures (conversation time in land and
mobile telephone networks, voicemail message length, facsimile transmission time)
[17] The log-normal distributions are related to the parametrization as follows:

µfast = aµ, µslow = bµ, 0 < a < 1, 1 < b,
σ2

fast = vσ2, σ2
slow = kvσ2, v > 0, k > 0.

In order to obtain the desired mean µ and variance σ2 we need:

µ = pslowµslow + pfastµfast , (7.13)

σ2 + µ2 = pfast(σ
2
fast + µ2

fast) + pslow (σ
2
slow + µ2

slow ). (7.14)
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From Equations (7.13) to (7.14) and the properties αpfast = βpslow , and
1

α
+

1

β
= tcycle

we obtain the following parameter values in terms of a, b, tcycle , and k :

α =
pfast
tcycle

, β =
pslow
tcycle

, pfast =
1− b
a − b , pslow = 1− pfast ,

v =
σ2 + µ2(1− pfasta2 − pslow b2)

σ2(pfast + kpslow )
.

7.5.2 Experimental set-up

The parameters µ(i ,j), σ(i ,j), c(i ,j) of our experiments (Figure 7.3) are summarized in
Table 7.1. We consider a run consisting of 10000 requests with a warm-up of 1000
requests. Each run is replicated 48 times. Furthermore, we consider a time horizon
of 40 time units. Each successful response to a request will gain a reward of R = 20
money units while for a failed request V = 50 money units has to be paid. All con-
crete service response-time distributions use the same scaling factors for the low
and high response-time means a(i ,j) = 0.85, b(i ,j) = 2, and the same variance factor
k(i ,j) = 100 for all i = 1, ... , N , j = 1, ... , Mi . Furthermore, we keep the values of

t(i ,j)cycle , W (i ,j) and t(i ,j)p fixed for all concrete services. Therefore, we omit index (i , j)
for tcycle , W , and tp in our experiment values. We vary tcycle and Wp in the range
{10, 15, 20, 50, 100} and vary tcycle in the range {200, 500, 1000, 2000, 4000}. The pa-
rameter effects thatwewant explore are samplewindow size, test significance level,
test type (e.g. Kolmogorov Smirnov), and probe interval. All experiments has been
run until the confidence interval was less than 1%.

Table 7.1: Concrete service alternatives for task i

Parameter
c µ σ

Service
alternative

(·, j)

(·, 1) 1 5 2
(·, 2) 2 3 2
(·, 3) 5 2.5 2
(·, 4) 10 1.25 3

7.6 Results

Using the experimental set-up in Section 7.5.2 we obtained the following perfor-
mance measures:
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• Expected benefit (see Section 7.6.1),

• Number of updates (see Section 7.6.2),

• Number of probes (see Section 7.6.3),

• Average probe cost per request (see Section 7.6.4).

For expected benefit we compare three approaches: (KS) the sliding window ap-
proach based on Kolmogorov Smirnov statistic for change detection, (KSS) the
smoothing approachwith adjusted Kolmorov Smirnov statistic for change detection,
and theoretical (TH) from the policy based on the known in advancemixture of log-
normal distributions. The TH is compared as benchmark where analysis is done on
historical data from services and short term changes in response-time distributions
are aggregated in to one long term response-time distribution. For all other perfor-
mancemeasureswe only compare KS and KSS as no updating or probing is involved
in the TH approach as the distribution is known/analyzed in advance. However the
mixture of log-normal distributions is controlled by a Markov Chain and therefore
we expect the KS and KSS approach to perform better.

7.6.1 Expected benefit

Figure 7.4 presents the experimental results on average benefit per request with KS,
KSS, and TH as functions of cycle time tcycle (Figures 7.4a, 7.4b), probe time-out tp
(Figure 7.4c), and sliding window sample count W (Figure 7.4d). If not specified we
kept tcycle = 1000 requests, tp = 100 requests, W = 20 requests, and α = 0.01.
Note that in Figure 7.4 probe cost is not incorporated and so all probes have cost

c(i ,j)
p = 0, i = {1, ... , N}, j = {1, ... , Mi}. In Figure 7.4a we observe that (as ex-
pected) for short cycle time tcycle KS and KSS perform close to TH. This is because for
small tcycle the distribution becomes effectively amixture of log-normal distributions
on which the dynamic program in the TH approach is solved. For very small tcycle
the TH approach performs better but this is the case where effectively no change in
response-time distributions occurs. Here we are simply comparing learning versus
knowing the response-time distributions. For larger tcycle the difference increases
as all concrete services are slowly alternating between two distribution states. Fig-
ure 7.4c illustrates that a higher probe time-out tp will decrease expected benefit
for KS and KSS. This corresponds to the fact that a higher probe time-out will cause
the system to respond slower to changes in less frequently used alternatives which
could have become attractive. Also a larger sliding window size W decreases ex-
pected benefit for KS and KSS as new response-time observations are smoothed
out across more samples.
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(a)
Effect of cycle time tcycle on benefit
(W = 20).

0 1000 2000 3000 4000
0

5

10

15

Cycle time t
cycle

B
e

n
e

fi
t

 

 

KS
KSS
TH

(b)
Effect of cycle time tcycle on
benefit(W = 100).
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(c) Effect of probe time-out tp on benefit.
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(d) Effect of window sizeW on benefit.
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Figure 7.4: Effect of cycle time, probe time-out and window size on expected benefit per
request.

7.6.2 Number of updates

In the experiments we also recorded the number of lookup table updates. Figure
7.5 contains the required number of lookup-table updates for KS, KSS, and TH as
function of cycle time, probe time-out and window size. If not specified we kept
tcycle = 1000 requests, tp = 100 requests, W = 20 requests, and α = 0.01. As
expected Figure 7.5a illustrates that a larger cycle time corresponds to less updates.
This corresponds to the behavior of our experimental set-up that a larger cycle time
results in less jumps in the distribution (Markov Chain). Therefore less significant
changes should be detected. In Figure 7.5b we observe that the probe time-out has
a big impact on the number of lookup table updates. As we update the lookup-table
after each probe, the probe time-out should be not too low. In Figure 7.5c we ob-
serve quite constant behavior over the window sizes. For large sliding window size
the number of updates slightly reduces as the empirical distributions approaches
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the actual response-time distributions. However as we observed in Figure 7.4d we
obtain a distribution aggregated over a longer time span and are not able to track
short term changes in response times.

(a)
Effect of cycle time tcycle on lookup-
table updates.
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(b)
Effect of probe time-out tp on lookup-
table updates.
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(c)
Effect of sliding window size W on
lookup-table updates.
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Figure 7.5: Effect of cycle time, probe time-out and window size on the required number of
lookup-table updates.

7.6.3 Number of probes

Another interesting measure is the total number of probes that is sent as result of
our closed-loop approach. In Figure 7.6 we present the effect of cycle time, probe
time-out and window size on the total number of probes sent, for KS, KSS, and TH.
If not specified we kept tcycle = 1000 requests, tp = 100 requests,W = 20 requests,
and α = 0.01. We observe in Figure 7.6a the interesting behavior that the total num-
ber of probes sent increases as the cycle time increases. An explanation for this
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behavior is that all concrete service alternative distributions in our experimental set-
up are controlled by independent Markov Chains. Therefore, a certain combination
of response-time distribution states is observed for a longer time which allows the
lookup table to adapt to these specific situations. As a result services that would
rarely be invoked are invoked more frequently resulting in less probes (less probe
time-outs). As expected we observe in Figure 7.6b that the probe time-out has big
effect on the total number of probes sent. This is a result of the probing strategy we
proposed in Section 7.3. Figure 7.6c illustrates that the window size has hardly effect
on the number of probes sent. A larger window sizewill make distribution estimates
more accurate and will not cause the lookup to change dramatically. So rarely in-
voked concrete service alternatives are not necessarily visited more frequently as
result of a change sliding window size.

(a)
Total number of probes sent as func-
tion of cycle time tcycle .
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(b)
Total number of probes sent as func-
tion of probe time-out tp .
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(c)
Total number of probes sent as func-
tion of window sizeW .
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Figure 7.6: Effect of cycle time, probe time-out andwindowsize on the total number of probes
sent.
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7.6.4 Mean probe cost

In Section 7.6.3 we discussed the results on the total number of probes sent for the
different algorithms. Alternatively this can be seen as the behavior of probe cost
when cost of probing for all concrete service alternatives is equal to 1. In our experi-
ments we also individually tracked the number of probes sent of each concrete ser-
vice alternative individually. The graphs in Figure 7.7 represent the expected probe
cost per request (total cost

/
#probes) if the probe costs are proportional to the costs

of invoking a concrete service alternative: c(i ,j)
p ∝ c(i ,j)

p . The graphs represent the

case where c(i ,j)
p = c(i ,j)

p , for i = {1, ... , N}, and j = {1, ... , Mi}. For this case we
observe similar behavior of the graphs compared to Figure 7.6 in Section 7.6.3. If not
specified we kept tcycle = 1000 requests, tp = 100 requests, W = 20 requests, and
α = 0.01.

(a)
Expected probe cost as function of cy-
cle time tcycle .
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(b)
Expected probe cost as function of
probe time-out tp .
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(c) Expected probe cost as function of
window sizeW .
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Figure 7.7: Effect of cycle time, probe time-out and window size on the expected probe cost
per request.
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7.7 Discussion

We modeled and implemented a closed-loop approach where dynamic program-
ming is applied on empirical distributions resulting from the actual realized response-
time distributions of concrete service providers. Our approach is robust to changes
in the sense that it adapts to changes in response-time distributions of concrete ser-
vice alternatives. To achieve this we use a smoothing approach or sliding window
approach on the empirical distribution. The smoothing approach has advantage that
there is no overhead in bookkeeping of slidingwindow sampleswhile past response-
time realizations have limited impact in the smoothed empirical distributions. When
using our approach there is a trade-off between parameters that we need to opti-
mize. These parameters are the slidingwindowW or exponential smoothing param-
eter κ and the change point detection test significance α. The constraints are here
determined by computational power and probe cost. Typically we would like to up-
date our lookup table every request and probe frequently. However it takes time
to compute a new strategy. Furthermore cost is connected with probes. It would
be a waste if a new probe is sent while a previous lookup table computation is still
running. We should choose probe time-outs such that we can exploit information
about improved service without spending too much cost on probing and using too
much computational power. Experimental results indicate that in an environment
with changing response-time behavior our closed-loop approach has a significant
advantage compared to a static lookup table as our approach has the strong advan-
tage that it learns and exploits response-time behavior on the fly.

Tuning window size W (or corresponding smoothing factor κ) and α creates a sec-
ond layer of control where these parameters are adapted to optimal values. The
update of these parameters is typically on a larger time scale that is not in the scope
of our experiments. This is a interesting direction for further research.
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